
 

 

Abstract: Artificial Intelligence (AI) represents a key enabling technology for automated driving 

functions, particularly in perception and planning tasks. However, ensuring the safety of AI-based 

systems remains challenging. Key reasons include black-box characteristics, limitations in 

robustness and reliability, and possible deviations from the intended scope of application. Given the 

difficulties in exhaustively testing these systems, the need for monitoring during operation after 

deployment is of high importance. To address these challenges, the recently published ISO/PAS 

8800 standard introduces a structured framework for the development and operation of AI-based 

systems in safety-related automotive contexts. While the standard defines an AI safety lifecycle and 

related measures, it leaves considerable freedom in their technical realization. Runtime monitoring 

is a key mechanism within this context, enabling the detection of safety-relevant deviations during 

operation. However, the diversity of existing monitoring approaches leads to challenges for their 

systematic comparison, selection, and integration. This paper provides a comprehensive overview 

of existing monitoring taxonomies and proposes a novel taxonomy for AI monitors aligned with 

ISO/PAS 8800. The proposed taxonomy aims to improve the traceability and comparability of 

monitoring strategies, thereby strengthening AI safety argumentation and aiding in the fulfillment 

of relevant safety standards. 
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1 Introduction 
An important driving force and enabler of progress in the field of automated driving is the 

use of deep learning for perception and planning tasks [1]. However, demonstrating the 

safety of these AI functions is a challenge due to the black box properties and complex, 

content-dependent behavior of AI. Typical AI components for perception tasks are trained 

under the assumption of a closed world in which all inputs can be assigned to a known 

category. In the real world, scenarios may arise that were not accounted for during training, 

which may lead to unexpected system responses. 

The recently published safety standard ISO/PAS 8800 [2] defines a comprehensive set of 

measures covering the entire AI lifecycle to ensure safe development and deployment of 

AI-based functions in road vehicles. Among these measures, runtime monitoring is 
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identified as a key mechanism to detect safety-related deviations during operation. 

However, AI runtime monitoring comprises a diverse set of technical approaches, including 

uncertainty estimation, explainability methods, and out-of-distribution detection 

techniques. This diversity motivates the development of a common framework for their 

systematic classification, comparison, and selection in relation to ISO/PAS 8800. Building 

on this motivation, this paper presents a structured overview of existing runtime monitoring 

taxonomy approaches and introduces a novel monitoring taxonomy aligned with the safety-

related properties and influencing factors defined in ISO/PAS 8800. 

This paper is structured as follows. Section 2 discusses the need for monitoring, addressing 

in section 2.1 the various safety-related insufficiencies associated with AI, while section 2.2 

provides an overview of different automotive-specific standards. In section 3, we then 

present, discuss, and compare various taxonomy approaches found in literature and propose 

in section 4, a novel structured ISO/PAS 8800-related monitoring taxonomy. Finally, 

section 5 concludes the paper and outlines perspectives for further research. 

2 Motivation for Monitoring of AI Functions  
Due to various safety-related insufficiencies with AI-based systems, the automotive-specific 

safety standards ISO/PAS 8800 and ISO 21448 highlight the need for runtime monitoring 

to detect AI related errors and to support the safety assurance during operation.  This section 

provides an overview of different safety conerns (see section 2.1) and the standardization 

landscape (see section 2.2). 
 

2.1 Potential Safety-related Insufficiencies of AI in Automated Driving Systems 

The use of AI is attractive for automotive applications, because it can learn complex 

perception or planning tasks based on data, without being explicitly programmed [3]. 

However, this data-driven nature can result in various safety concerns during development 

and deployment in safety-critical functions [4]. 

First, it could lead to safety concerns in terms of compliance with the intended scope of 

application, described by the Operational Design Domain (ODD). Because AI models are 

learned from examples, their decision boundaries are not fully explicit. As a result, formal 

verification of all relevant safety conditions is often not feasible [5]. This can result in a 

divergence between the intended learning output and what the model actually learned [6]. 

In addition, the high complexity of the AI models and the environment can lead to a 

semantic gap between the intended and specified functionality. A semantic gap occurs when 

the range of implicit, ambiguous intentions within a system exceeds the scope of its explicit, 

well-defined specifications [7], [8], [9]. 

Since the model is trained solely based on data, there is also a lack of implementation 

transparency, and the model exhibits black-box characteristics [4], [6], [10]. This means 

that the decision-making process usually remains unclear, and it is difficult to trace the 

model predictions [4]. The models rely on learned features extracted from data 

representations instead of directly using semantic information in the input. The model may 

encode incorrect or unintended decision logic without being noticed [6], [11]. 

A third Insufficiency relates to the robustness and performance under real-world 

conditions [4], [6], [11]. Neural networks tend to generate overconfident outputs. Therefore, 

the output score cannot be trusted to detect errors [4]. In addition, neural networks can react 



  

unpredictably to minor disturbances in the sensor setup, small environmental changes or 

noisy inputs [11]. As a result, the ability to generalize unknown inputs may be disrupted and 

the model may provide incorrect outputs with a high level of confidence [12]. 

A fourth safety concern relates to testing and verification of AI-based automotive systems. 

Due to the high dimensionality of the data used for training and operation, it is infeasible to 

exhaustively test all possible input combinations or to fully validate the complete ODD [4], 

[6]. In addition, some AI models rely on probabilistic inference and may exhibit non-

deterministic behavior. Consequently, identical inputs do not always yield identical outputs. 

This contrasts with deterministic systems, where the system behavior is fully defined by the 

initial conditions and can be precisely predicted. As a consequence, traditional verification 

and validation methods are often insufficient for AI systems, increasing the risk that unsafe 

behaviors remain undetected during development [13]. 
 

2.2 Automotive-specific Safety Standards 

The safety standard ISO 21448 - Safety of the Intended Functionality (SOTIF) [14] provides 

a framework that addresses “unreasonable risks due to hazards caused by functional 

insufficiencies”  [14]. As real-world operation is characterized by open-world conditions 

and inherent uncertainty, not all safety-relevant situations can be anticipated during 

development and validation. The monitoring methods described in section 13 of the 

standard therefore complement the SOTIF measures by supporting the detection of 

potentially unsafe situations that may emerge during operation [14].  The standard also 

defines a hazardous event model that describes the causal chain from triggering conditions 

to hazardous events, as illustrated in Figure 1. In this model, triggering conditions lead to 

hazardous behavior of the system which can result in a hazard. Combined with a scenario 

in which the hazard can lead to harm, this results in a hazardous event [14]. The triggering 

conditions out of SOTIF can be related to the influencing factors defined in ISO/PAS 8800.   

 

 
Figure 1: SOTIF related hazardous event model [14]  

The recently published AI safety standard ISO/PAS 8800 - Road vehicles - Safety and AI  

[2] provides domain-specific guidance for the application of AI within safety-related 

systems, expanding the established methodologies of ISO 26262 and ISO 21448 [2]. The 

standard outlines various AI safety measures for systematically addressing AI specific 

safety-related properties (e.g. robustness, explainability) throughout the AI lifecycle. 

Chapter 14 of ISO/PAS 8800 outlines measures during the operation phase, including an 

overview of different monitoring possibilities for deployed AI systems. 

As described above, a central concept introduced by the standard is the notion of Safety-

Related Properties (SRPs), defined as inherent characteristics of an AI system. The 

absences of SRPs potentially lead to insufficiencies and make it difficult to argue the safety 

of the system [2].  Annex D provides a list of SRPs, which have to be addressed by specific 

safety measures from a safety perspective. The applicability of individual SRPs depends on 

the specific use case, system architecture, and model type. The standard recommends 



  

reviewing the fulfillment and consistency of SRPs used to define AI safety requirements 

and allows them to be used as a checklist to derive refined qualitative safety requirements. 

Since SRPs follow an inductive approach, exhaustiveness is not guaranteed, and they are 

intended as a complementary element within the overall safety argumentation [2]. 

To systematically address the root causes of AI insufficiencies, the standard further 

introduces Influencing Factors, defined as “factors contributing to the achievement or 

absence of a safety-related property” [2]. These are categorized into four classes: 

(1) Observation factors, related to data representing the input space in training and test 

datasets; (2) Label factors, related to the quality and correctness of data annotations; 

(3) Model factors, related to the ML model itself; and (4) Operation factors, related to 

changes within the input space during deployment [2]. By mapping AI safety requirements 

to SRPs and their associated influencing factors, SRPs can be systematically considered 

throughout the entire lifecycle, i.e. from requirements to monitoring. As a result, the 

standard can provide a structured argumentation framework for the safety assurance of AI-

based automated driving systems. 

3 Taxonomy Approaches of AI-Monitors  
The literature presents a variety of approaches for classifying and clustering AI monitoring 

methods, reflecting the complex and multifaceted nature of AI systems and their operational 

environments. This subsection provides an overview of various published taxonomy 

approaches. 
 

3.1.1 Definitions and requirements 

Runtime verification is a field within computer science dedicated to developing and 

applying methods that enable verification of whether a system behaves as intended during 

execution in accordance with its specified correct properties or if it is violating them [15]. 

The verification of an execution compliance with a correctness property is usually 

performed using a monitor [5]. Leucker and Schallhart define a monitor as “a device that 

reads a finite trace and yields a certain verdict [15]”. 

The successful and reliable implementation of monitors depends on meeting several 

requirements. Goodloe et al. [16] identified four key requirements: Functionality, meaning 

the monitor only intervenes if the monitored system violates its specified behavior; 

Schedule-ability, ensuring the monitor doesn't hinder the system's real-time performance; 

Reliability, requiring the monitored system's reliability to be maintained or improved; and 

Certifiability, meaning the monitor's design shouldn't demand excessive code changes. 

Ferreira et al. [4] further emphasize the importance of ensuring with the monitor that the 

system avoids a safety-critical state, guarantees high system availability, and consistently 

meeting the system's runtime conditions. 
 

3.1.2 System Definition 

A fundamental aspect of any monitoring strategy is defining the scope of observation. This 

involves clarifying what is to be monitored. This can range from the isolated AI model (e.g. 

single DNN) itself to the broader AI system encompassing pre- and post-processing 

components, or even the entire overall system in which the AI operates. Furthermore, the 

kind of AI being monitored has a significant impact on monitor design. This can be 

categorized according to AI functionalities such as perception (e.g., classification, 



  

segmentation, object detection, tracking), planning, or acting. Each of these AI types 

presents unique monitoring challenges and requirements. 
 

3.1.3 Architectural measures 

Architectural considerations dictate how monitoring is implemented and integrated within 

a system. A primary distinction, as highlighted by Leucker et al. [15], is between online 

monitoring and offline monitoring. Online monitors continuously check the current 

execution of a system in real-time, designed for incremental and efficient processing of data 

streams. In contrast, offline monitoring operates on a finite set of recorded executions, often 

involving post-analysis of logs or stored data. 

Another architectural dimension, particularly relevant for automated systems, is the 

distinction between on-board and off-board monitoring [2]. Onboard monitoring is 

running in the vehicle. Off-board monitoring is running outside the vehicle, often employing 

cloud-based solutions to monitor the general behaviors of multiple AI-equipped systems, 

such as a fleet of vehicles and typically leverages higher computational power and more 

precise models. 

Rahman et al. [17] further categorize monitors based on their operational principles, 

including those relying on past experiences, those detecting inconsistencies during 

inference, and those utilizing uncertainty estimation and confidence levels.  

Rahman et al. [17] also differentiate between the nature of knowledge acquisition for 

monitoring. Implicit monitors do not require training with examples of successful or 

incorrect classifications. Explicit monitors, conversely, leverage examples of successful or 

incorrect classifications derived during the design phase. 

Ferreira [6], building on Rahman's [18] work, distinguishes between internal (integrated) 

mechanisms and external (parallel) mechanisms. Internal mechanisms are deeply 

embedded within the AI system, learning through rejection or uncertainty estimation and 

incorporating domain knowledge. External mechanisms, in contrast, operate parallel and 

monitoring the inputs, outputs, or internal layers of the AI system.  

Temporally, monitors can be classified as predictive, anticipating future issues; 

descriptive, explaining past events; or diagnostic, elucidating the causes of observed 

occurrences. 
 

3.1.4 Addressed Influencing Factors, Threats and Triggering Conditions 

An important aspect of AI monitoring is identifying and addressing potential hazards and 

their triggering conditions. The ISO/PAS 8800 [2] standard identifies several influencing 

factors that can impact AI system behavior, including operation-, model-, observations-, 

and label-related influencing factors. 

Ferreira [4] categorizes monitors based on the threats they address (in-distribution errors, 

novelty threats, and distributional shift threats). This is closely related to the triggering 

condition categorization approach by Hacker et al. [19], which differentiates between 

monitors for in-distribution triggers, out-of-distribution (OOD) triggers, and adversarial 

attacks.  

In addition, the ISO/PAS 8800 [2] distinguishes monitors according to the specific events 

they can report. This includes input-related events such as the detection of OOD data, 

distributional shifts, and concept drifts (e.g., new objects or changed rules). Output-related 

events encompass the detection of abnormal outputs, output bias, and outputs with low 

confidence. Model behavior-related events involve identifying abnormal behaviors, and 



  

incident/accident analysis focuses on investigating accidents in which the AI system was 

involved. 
 

3.1.5 AI Insufficiencies and Safety-related Properties 

AI monitors are crucial for strengthening the safety argumentation of AI systems. Monitors 

can be differentiated depending on which safety-related properties they contribute to or 

which existing insufficiencies they address. Safety-related properties, as outlined in 

ISO/PAS 8800, include aspects such as explainability, robustness, predictability, 

generalization capability or distributional shifts over time [2]. 

In addition, monitors can be designed to address various AI insufficiencies [19]. These 

include a lack of data completeness, poor data quality, insufficient model interpretability, 

model incorrectness, inadequate model robustness, and insufficient uncertainty 

representation.  
 

3.1.6 Output and Reaction 

The utility of an AI monitor lies in its output and the subsequent reactions it enables. Output 

adaptation mechanisms, as described by Lukina et al. [20], can involve the adaptation of 

new classes, where an automatic framework with monitoring and adaptation modes works 

in parallel to the original neural network, recognizing and adding new input classes during 

prediction time. Another form is the adaptation of reliability scores, which involves 

calculating a quantitative metric for the confidence of each observed input-output pair. 

The output of the monitor itself can take various forms, such as a failure/uncertainty score 

or an indication of OOD input. Crucially, the reaction to the monitoring input dictates the 

system's response. This can range from a control system switch to immediate prediction 

enhancement or even long-term system enhancement, demonstrating the monitor's role 

in both immediate risk mitigation and continuous improvement of AI system safety and 

performance [4]. 
 

3.1.7 Technical Approaches 

Various approaches for monitoring deep neural networks at runtime have been proposed in 

recent literature. Lust et al. [21] or Mohseni et al. [12] identify three principal research fields 

for runtime monitoring: predictive uncertainty estimation, out-of-distribution detection, and 

adversarial detection.  

Predictive uncertainty estimation aims to quantify the reliability of a model's predictions 

beyond the raw softmax output. Henne et al. [22] and Arnez et al. [23] provide comparisons 

of different uncertainty estimation methods. These can be categorized into sampling-based 

and sampling-free approaches. Sampling-based methods include Monte Carlo Dropout 

(MCDO) and Deep Ensembles (DE). MCDO introduced by Gal and Ghahramani [24], 

approximates Bayesian inference through multiple stochastic forward passes with active 

dropout at inference time. DE aggregate predictions from independently trained models 

where disagreement among members indicates uncertainty [25]. Sampling-free alternatives, 

such as Learned Confidence Estimation by DeVries and Taylor [26], train an auxiliary 

branch to directly predict prediction confidence without requiring multiple forward passes. 

Out-of-distribution (OOD) detection identifies inputs that deviate significantly from the 

training data distribution, under the assumption that model predictions on such samples are 

unreliable [21]. Yang et al. [27] provide a comprehensive survey of OOD detection 

methods. Cheng et al. [28] introduce neuron activation pattern (NAP) monitoring, where 

the activation patterns of the network are recorded during training to establish a reference 



  

set of known patterns. During operation, each classification decision is reviewed by 

comparing the observed activation pattern with the stored reference values using the 

Hamming distance. Lee et al. [29] propose a framework that uses the Mahalanobis distance 

computed on intermediate feature representations of pretrained networks, enabling the 

detection of both out-of-distribution samples and adversarial attacks without requiring 

model retraining. 

Adversarial detection addresses the vulnerability of DNNs to adversarial imperceptible 

input perturbations that cause erroneous model outputs during runtime. Adversarial 

detection methods can be grouped in metric, inconsistency and generative methods [21]. A 

generative method by Meng et al. [30] introduced an autoencoder-based detector that is 

trained on clean input data to learn compressed representations. During operation, input 

samples are passed through the autoencoder, which reconstructs the input from its latent 

representation. Adversarial inputs are then detected by measuring the reconstruction loss 

between the original and reconstructed input, where a high discrepancy indicates a 

potentially adversarial perturbation. 

A further substantial body of research exists in the field of explainable AI, which 

investigates methods for making the internal decision-making processes of deep neural 

networks transparent and interpretable [31]. In the context of monitoring, Kuznietsov et al. 

[32] provide an overview of the visual explanation techniques that can be used to assess the 

reliability of perception or prediction at the time of inference. Saliency maps such as Grad-

CAM use the gradients of all target features that feed into the final convolutional layer to 

generate a heatmap and highlight input pixels that contribute most to the models output [33]. 

This allows verification of whether the model focuses on semantically significant image 

regions [34].  

In addition to pixel-level explanations, Heidemann et al. [10] investigate concept-based 

models in which a CNN generates binary concept predictions from the input image that 

indicate the presence or absence of predefined semantic concepts, and analyze how concept 

correlations affect the reliability of such concept-based explanations. 

Another technical approach for monitoring is to perform rule-based plausibility checks 

during operation to identify potentially erroneous model outputs [14]. 

4 AI Monitoring in Context of ISO/PAS 8800  
Based on safety standards discussed in section 2.2 and the taxonomy dimensions 

summarized in section 3, we propose an ISO/PAS 8800-related monitoring taxonomy for 

AI-based systems. In section  4.1, we present the combination of influencing factors, SRPs 

and monitoring methods from ISO/PAS 8800 with the SOTIF-related hazardous event 

model. Using this model as a basis, we then present our ISO/PAS 8800-related monitoring 

taxonomy in section 4.2, which we have developed by analyzing, combining, and expanding 

existing monitoring taxonomies. The benefits of this new taxonomy are then discussed in 

section 4.3.  

4.1 Cause-effect Chain: From Influencing Factor to Hazardous Event 

Figure 2 illustrates on the example of an AI-based perception system, a cause-and-effect 

chain combining, SOTIF, ISO/PAS 8800 and monitoring concepts. 

A sensor converts physical characteristics of the environment into measurement data (e.g., 

raw image data), which serve as operational inputs to the AI system. The operation input is 



  

passed to the AI model, which performs AI-based perception tasks such as classification, 

object detection, or segmentation. Different influencing factors can affect the training data 

observations and labels, the operation input, or the AI-model itself. This can result in the 

absence of safety-related properties, which could potentially lead to influenced outputs such 

as wrong labels or incorrectly placed bounding boxes. These erroneous outputs could 

propagate through the planning and acting parts, potentially resulting in hazardous behavior. 

In certain scenarios, hazardous behavior can lead to hazardous events.  

In accordance with ISO/PAS 8800 Chapter 14 [2], monitoring measures need to be 

implemented during runtime to detect erroneous outputs and to mitigate the propagation of 

them in the hazardous event chain. As described in section 3.1.3, monitors with different 

architectures can be used to inspect and evaluate the input, activation, or output of the AI 

model, depending on its structure. The monitors then report different kinds of events related 

to the input, behavior or output or conduct an incident/accident analysis after a hazardous 

event has occurred (see section 3.1.4). The monitors operate at the interface between 

influencing factors and hazardous behavior, aiming to detect states in which the AI system's 

output is influenced. 

 

 
Figure 2: ISO/PAS 8800-related influencing factors in combination with SOTIF-related hazardous event model and AI 

monitoring 

4.2 Monitor Taxonomy in the Context of ISO/PAS 8800 

Based on Figure 2 above and the taxonomy dimensions discussed in section 3.1.1 through 

section 3.1.7, Figure 3 summarizes the identified classification criteria into a comprehensive 

ISO/PAS 8800-related taxonomy for AI-based perception monitors. The taxonomy is 

structured as a top-down hierarchy. At the top, the influencing factors from ISO/PAS 8800 

(related to: operation input, model, observation, and label) define the root causes that 

monitors must address. Five different technical monitoring approaches can be used for this 

purpose: uncertainty monitoring, explainability monitoring, OOD monitoring, adversarial 

monitoring, and plausibility monitoring [19]. The taxonomy further classifies monitors 

along three input dimensions (input evaluation, activation inspection, and output evaluation 

[18]) and three architectural dimensions: (A-1) parallel or integrated deployment, (A-2) 

explicit or implicit knowledge acquisition, and (A-3) on-board or off-board execution. The 



  

monitor output is differentiated between image-level assessments (e.g., Out of Operational 

Design Domain (ODD) detection or image perturbation detection) or object-level 

assessments (e.g., confidence scores for individual false positive or false negative 

detections). These monitoring outputs are related to input-, model behavior-, or output-

events, which trigger one of three reaction types: control system switch, immediate 

prediction enhancement, or long-term system enhancement [4]. At the bottom of the 

taxonomy, each monitoring approach can be linked to the safety-related properties it 

addresses. ISO/PAS 8800 specifies a range of AI safety measures for the systematically 

addressing of SRPs throughout the AI lifecycle. A key aspect here is architecture [2]. By 

embedding different types of monitors, distinct SRPs can be addressed explicitly. Thus, the 

taxonomy provides a direct link to the safety argumentation framework of ISO/PAS 8800. 

 

 
Figure 3: ISO/PAS 8800-related AI-based perception monitor taxonomy 



  

4.3 Purpose of the Taxonomy for Safety 

The proposed taxonomy enables the systematic classification of runtime monitoring 

approaches in safety-related contexts, which leads to several benefits. First, it enables a 

structured completeness argument by explicitly documenting which influencing factors and 

safety-related properties (SRPs) are covered and where gaps remain. Second, it improves 

bidirectional traceability: bottom-up, starting from identified SRPs, it documents which 

monitors contribute to their fulfillment; top-down, starting from identified influencing 

factors, it documents which monitors are deployed to detect them. Third, it simplifies the 

comparison and selection of monitors by providing a unified framework across 

fundamentally different technical approaches.  Fourth, it supports the application of 

ISO/PAS 8800 by providing a transparent view of how relevant safety-related properties are 

covered by monitoring functions. Furthermore, the inclusion of diverse monitoring 

approaches can contribute to more robust monitoring architecture. 

5 Conclusion and Outlook 
AI-based automated driving functions introduce several safety-related considerations, 

including black-box characteristics, performance and robustness under varying operating 

conditions, and adherence to the intended scope of application. To address these safety-

related considerations, ISO/PAS 8800 includes runtime monitoring of AI systems as one of 

several recommended measures. This paper provides an overview of various monitoring 

taxonomy approaches and the standardization landscape. Subsequently, a novel monitoring 

taxonomy for AI-based systems was presented, offering a structured classification 

framework aligned with ISO/PAS 8800. The taxonomy introduces an effect chain that links 

influencing factors through technical monitoring approaches, architectural integration 

patterns, monitoring results, reaction strategies, and safety-related properties. This 

structured representation is intended to support the systematic selection, comparison, and 

assessment of monitoring approaches in the context of safety architecture decisions and 

safety assurance activities.  

In future work, we plan to apply this taxonomy by implementing various technical 

monitoring approaches to evaluate its practical benefits for safety argumentation. 
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