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Abstract: Learning metric correspondences across heterogeneous sensor observations is a key
requirement for robust Bird’s-Eye View (BEV) perception in autonomous driving. This paper
studies uni-, cross-, and multi-modal keypoint matching as a unified latent-space problem, where
camera and LiDAR observations are projected into a common BEV representation and matched
through modality-agnostic keypoints and descriptors. We instantiate this formulation through
BEVMatch, a self-supervised framework that learns metric keypoints and descriptors directly
in BEV space.

The framework employs modality-specific encoders, a cross-modal fusion module, and light-
weight prediction heads operating on a shared BEV latent space. Training uses relative odometry
as geometric supervision and modality dropout to encourage sensor-agnostic representations
without requiring manual keypoint annotations.

Experiments on nuScenes demonstrate that a single model can estimate correspondences
across camera-only, LiDAR-only, cross-modal, and multi-modal settings, including scenarios
with larger relative translation and rotation. To assess practical applicability, we further inte-
grate the learned correspondences into a keypoint-based SLAM pipeline deployed on a research
vehicle. While the resulting system is evaluated as a feasibility study rather than a production-
ready localization solution, the results indicate that unified metric BEV correspondences can
support downstream localization and mapping tasks across varying sensor configurations.
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1 Introduction

Robust autonomous driving requires representations that combine semantic scene under-
standing with geometrically consistent localization. Modern vehicles use complementary
sensors such as cameras, which provide dense appearance cues, and Light Detection and
Ranging (LiDAR), which provides accurate metric structure. The key challenge is to
learn a representation in which heterogeneous observations can be compared, fused, and
matched despite changing sensor availability.

Bird’s-Eye View (BEV) representations offer a natural coordinate system for this goal.
By projecting camera and LiDAR observations into a shared top-down metric space, recent
methods achieve strong results in detection, segmentation, and online mapping [1, 2, 3, 4].
However, BEV is typically used as a dense prediction space, while its potential for metric
correspondence learning remains underexplored. Such correspondences are essential for
ego-motion estimation, relocalization, loop closure, and map alignment.
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Classical and learned image keypoint methods [5, 6, 7, 8, 9, 10, 11, 12, 13| provide
robust features within images, and 3D methods estimate correspondences directly in point
clouds [14, 15, 16, 17, 18]. Cross-modal registration further addresses image-to-point-cloud
alignment [19, 20, 21, 22, 23]. Yet these approaches generally target specific modality pairs
rather than a single metric space that supports temporal uni-, cross-, and multi-modal
matching.

We formulate metric correspondence learning as a unified latent-space problem for
BEV perception. The goal is to learn keypoints and descriptors that are repeatable across
time and matchable across camera-only, LIDAR-only, camera—LiDAR, and fused inputs.
Instead of treating each modality pair separately, we view them as different observations
of the same metric BEV correspondence space.

We instantiate this idea with BEVMatch, a self-supervised framework for BEV key-
point detection and description. Modality-specific encoders project camera and LiDAR in-
puts into a shared BEV coordinate system, cross-modal attention fuses their features, and
a common head predicts keypoint probabilities and local descriptors. Relative odometry
provides geometric supervision, eliminating manual keypoint annotations, while modality
dropout promotes robustness to varying sensor configurations.

This design offers three advantages. First, keypoints have a direct metric interpre-
tation in BEV, enabling SE(2) pose estimation without scale recovery. Second, descrip-
tors are learned in a modality-agnostic latent space, supporting direct uni-, cross-, and
multi-modal matching. Third, correspondence estimation can reuse features from a BEV
perception backbone, reducing redundancy between perception and localization.

Our contributions are:

e We formulate uni-, cross-, and multi-modal keypoint matching as metric correspon-
dence learning in a shared BEV latent space.

e We introduce BEVMatch, a self-supervised framework for learning repeatable BEV
keypoints and descriptors from odometry supervision.

e We use modality dropout to encourage sensor-agnostic descriptors across camera-
only, LiDAR-only, cross-modal, and fused inputs.

e We evaluate BEVMatch on nuScenes [24], demonstrating metric correspondence
estimation across multiple sensor configurations.

e We conduct a feasibility study of the resulting keypoints in a SLAM system.

2 Method

We formulate uni-, cross-, and multi-modal keypoint matching as metric correspondence
learning in a shared BEV latent space. BEVMatch maps available camera and LiDAR
observations into BEV, predicts keypoint probabilities and descriptors, and learns self-
supervised from relative odometry between temporal frames. The framework is backbone-
agnostic and can be attached to existing BEV perception networks. In our implementa-
tion, multi-view images are encoded with ResNet-50 [25] and lifted using Lift-Splat-Shoot
(LSS) [1], while LiDAR point clouds are encoded with SECOND [26].



Figure 1: BEVMatch architecture. Camera and LiDAR observations are encoded into
modality-specific BEV feature maps, fused in a unified latent space, and processed by
lightweight heads that predict keypoint probabilities and local descriptors in metric BEV
coordinates.

2.1 Shared BEV Representation

Camera and LiDAR inputs are first projected into separate BEV feature maps. We apply
bidirectional cross-attention between downsampled camera and LiDAR features at 32 x 32
resolution, upsample the attention-enhanced features, concatenate them with the original
modality features, and fuse them by a convolutional layer. The resulting latent space is
defined on a 180 x 180 grid covering 108 m x 108 m, corresponding to 0.6 m per cell.

Two compact convolutional heads predict keypoint probabilities and 128-dimensional
descriptors at each BEV grid location. The design follows learned keypoint pipelines such
as SiLK [12], but operates directly in metric BEV space.

2.2 Self-Supervised Correspondence Generation

Training uses temporally separated frame pairs with known relative SE(2) motion. For
source and target BEV feature maps Fy and JFi, relative odometry defines dense cor-
respondences by warping source coordinate p into the target frame. Correspondences
outside the valid BEV region are discarded, and a round-trip consistency check removes
geometrically inconsistent matches. These odometry-derived correspondences supervise
descriptor learning and keypoint repeatability without manual annotations.

2.3 Descriptor Loss

The descriptor loss pulls corresponding BEV locations together and pushes non-corresponding

locations apart. For each sampled correspondence 7, descriptor d}) is paired with its warped

counterpart di(i), while all other sampled descriptors act as negatives. With fo-normalized
descriptors, temperature 7, and Np sampled correspondences, we use the symmetric In-



foNCE loss:
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This yields descriptors that are discriminative across BEV cells and consistent across time
and sensor configurations.

2.4 Keypoint Loss

The detector is trained to assign high probability to repeatable and matchable locations.
For each ground-truth correspondence (pg,p;), we obtain pyeq by selecting the target
descriptor with maximum similarity. A prediction is correct if it lies within radius r of
the warped target. This tolerance accounts for grid discretization and odometry noise.

The resulting binary keypoint maps go and ¢; are optimized with focal loss [27]. For
keypoint probability s? and label g° at location 7 in frame b € {0, 1},
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Focal weighting mitigates the imbalance between sparse keypoints and many non-keypoint
cells.

2.5 Repulsion Loss

To avoid clustered detections, we add a repulsion loss over the top-k keypoints in each
frame. For selected keypoints ¢ and j with BEV grid distance d;;, distances below dy;,
are penalized:

R
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The full loss is

Lrep = ZZ ishsh. (4)
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Thus, nearby high-confidence keypoints are discouraged, improving spatial coverage for
SE(2) estimation.

2.6 Auxiliary Segmentation Loss

An auxiliary HD-map segmentation head regularizes the BEV representation during train-
ing. It encourages semantic structure such as drivable areas and lane markings and sta-
bilizes image-to-BEV lifting. The branch is optimized with per-class focal loss:

1 C
Eseg - 6 Z £67 (5)
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where C' is the number of semantic classes. Segmentation is used only for representation-
level regularization and does not filter or weight keypoints.



Table 1: Keypoint matching results on nuScenes [24] for different modality configurations
and relative motion ranges. We report mean translation error RTE (|), mean rotation
error RRE (]), and recall (1) at multiple SE(2) thresholds. Relative motion is grouped
into close (0-5 m and < 10°), mid (5-10 m and < 20°), and far (10-15 m and < 40°).
Best results are shown in bold.

| | RTE / RRE (m /°) | | Recall (%) 1
Method ‘ Mod. ‘ dose i . ‘ 0.5m /5 ‘ 2m / 10° ‘ 5m / 20°

‘ ‘ ‘ close mid far ‘ close mid far ‘ close  mid far
SIFT [5] SC2SC | 1.02/7.61 2.60/16.83 4.87/24.78 | 30.0 6.5 23 | 723 263 11.1 | 864 628 34.0
ORB [7] SC2SC | 0.54/3.99 2.03/12.13 4.63/20.60 | 59.3 21.4 6.2 | 83.3 43.2 19.0 | 95.5 729 413
SuperPoint [9] SC2SC | 0.23/2.46 1.13/6.92 3.35/12.21 | 77.7 450 187 | 89.3 674 39.9 | 983 81.8 59.0
LoFTR [28] SC2SC | 0.15/2.38 0.87/6.48 2.92/10.80 | 82.0 54.2 27.1 | 90.7 71.8 469 | 98.6 833 61.7
GICP [29] L2L 0.28/0.13 3.52/1.68 10.07/6.56 | 91.8 35.6 7.8 | 93.0 379 83 99.8 473 10.8
RANSAC-FPFH [30] L2L 0.26/0.29 0.67/0.53  4.06/3.23 | 94.6 80.7 38.2 | 98.0 90.8 50.7 | 100.0 91.4 51.6
HRegNet [31] L2L 0.67/1.04 3.22/4.85  8.44/8.17 | 69.6 10.6 0.3 | 81.0 323 3.2 97.7 709 16.5

BEVMatch (Ours) SC2SC | 2.40/1.76  5.17/4.08  9.54/9.52 | 12.2 0.8 0.1 | 391 6.6 2.8 96.2 294 111
BEVMatch (Ours) C2C 1.10/0.90  2.31/1.77  4.17/291 | 374 114 45 | 824 528 341 | 994 8L.7 59.7
BEVMatch (Ours) C2L 1.38/1.73 1.99/2.20 3.17/3.22 | 114 83 53 | 60.5 549 393 | 883 840 66.3
BEVMatch (Ours) L2L 0.37/0.54  0.58/0.97  1.29/2.05 | 77.1 55.0 32.0 | 99.9 97.7 83.7 | 100.0 99.7 89.7
BEVMatch (Ours) M2M | 0.36/0.43 0.57/0.73 1.19/1.39 | 774 555 343 | 99.9 98.4 85.6 | 100.0 99.8 90.4

2.7 Overall Objective and Modality Dropout
The final objective is

Etotal = >\D£D + /\kﬁk + )\seg‘cseg + )\rep'crep (6)

Here, Lp learns the correspondence space, Ly, selects repeatable locations, L., regularizes
BEV semantics, and L,., prevents redundant detections. After an initial descriptor warm-
up, A is progressively increased to emphasize sparse keypoint detection.

To support varying sensor configurations, we use progressive modality dropout. After
a warm-up phase with all modalities active, camera and LiDAR inputs are independently
dropped with probability p, increased up to pumax = 0.5. If all inputs of a frame are
dropped, one modality is retained. This exposes the model to camera-only, LiDAR~only,
cross-modal, and fused inputs during training, enabling uni-, cross-, and multi-modal
matching at inference.

3 Experiments

We evaluate BEVMatch on nuScenes [24] for metric correspondence learning in a unified
BEV latent space. A single model is used for all settings; only the active input modalities
change at inference. We consider single-camera matching (SC2SC), multi-camera match-
ing (C2C), camera-to-LiDAR matching (C2L), LiDAR-to-LiDAR matching (L2L), and
multi-modal matching (M2M).

3.1 Evaluation Protocol

For each temporal frame pair, we match predicted BEV keypoints and estimate the rel-
ative SE(2) transformation with Random Sample Consensus (RANSAC) [32]. We report



relative translation error (RTE), relative rotation error (RRE), and recall at 0.5 m / 5°,
2.0m / 10°, and 5.0 m / 20°. Mean RTE and RRE are computed over successful estimates
only. Results are grouped by relative motion into close, mid, and far ranges as defined in
Table 1.

3.2 Baselines

We compare against image-based methods SIFT [5], ORB [7], SuperPoint [9], and LoFTR
[28], evaluated on front-camera pairs. The SC2SC variant of BEVMatch provides the
corresponding single-camera baseline. Since image-plane methods do not recover metric
scale directly, their scale is resolved using ground-truth motion.

For LiDAR matching, we compare against GICP [29], RANSAC-FPFH [30], and HReg-
Net [31]. Unlike these modality-specific methods, BEVMatch uses one shared BEV latent
space for L2L, C2L, C2C, and M2M inference.

3.3 Main Results

Table 1 shows that BEVMatch supports metric correspondence estimation across all
modality configurations. The best results are obtained for L2L and M2M, where Li-
DAR provides stable geometric structure. For larger displacements, BEVMatch remains
robust, while classical point-cloud registration degrades strongly in the far-motion regime.

M2M achieves the best overall robustness, especially for mid and far motion. Com-
pared with L2L, adding cameras gives moderate accuracy gains but increases redundancy,
since the same model can operate with fused, camera-only, LiDAR-only, or cross-modal
inputs.

Camera-only matching benefits from the multi-view BEV formulation. C2C clearly
improves over SC2SC, indicating that surround-view aggregation compensates for infor-
mation loss during image-to-BEV lifting. While single-camera image matchers remain
strong for small motion, BEVMatch estimates metric correspondences directly in top-
down coordinates without scale recovery.

C2L results show that the shared latent space can bridge heterogeneous sensor obser-
vations. Although C2L is harder than L2L and M2M, it remains competitive with C2C,
supporting the use of one metric correspondence space for uni-, cross-, and multi-modal
matching.

4 Deployment

We deploy BEVMatch for keypoint-based SLAM to assess practical use of the learned
BEV correspondence representation. The system estimates a planar trajectory from
learned BEV keypoints without wheel odometry, IMU measurements, or external local-
ization at runtime. We did not remove any sensors during runtime, therefore it performs
purely multi-modal and not cross-modal. For deployment, we trained BEVMatch on our
own dataset using in-vehicle odometry as supervision. Figure 2 shows our test vehicle,
MuCAR-3, which is equipped with four surround-view cameras and a Velodyne VLS-128
LiDAR. We evaluate the proposed architecture on this platform.



Figure 2: The testing vehicle, MuCAR-3.

4.1 System Pipeline

The trained BEV keypoint network is executed with TensorRT. Its dense heatmap and
descriptor field are converted into sparse keypoint frames using confidence threshold-
ing, local non-maximum suppression, sub-cell peak refinement, and descriptor extraction.
Only keypoints, scores, and descriptors are passed to the SLAM backend.

The backend uses factor-graph optimization to estimate the current SE(2) pose rela-
tive to a local landmark map. Stable detections are inserted or updated as landmarks,
keyframes are selected by accumulated motion, and local pose-graph optimization is run
periodically. Landmarks are associated using descriptor similarity, and SE(2) alignment
is estimated with RANSAC. If too few landmarks are available, the system falls back to
frame-to-frame matching.

4.2 Accuracy and Limitations

Table 2: Translation error (te.) vs. track length L.
driven length (m) ‘ 100 200 300 400 500 600 700 800

terr (%) | 507 6.00 6.79 7.39 7.45 7.38 7.05 6.28

The deployed system produces a continuous SE(2) trajectory on a 2.7 km suburban
campus test drive. Table 2 shows the relative translation accuracy, in the style of the
KITTI odometry benchmark [33]. The results are not yet comparable to a tuned pro-
duction localization stack and should be interpreted as a feasibility study. Furthermore,
we only evaluated multi-modal to multi-modal. In this setup, no sensor dropouts were
simulated.

The main limitation is the current BEV grid resolution, which improves efficiency but
limits localization precision through discretization and feature downsampling. Overall,
the deployment shows that unified metric BEV correspondences can be connected to a
practical SLAM backend through a simple sparse keypoint interface, while leaving room
for improved resolution, dynamic-scene handling, and backend robustness.



5 Conclusion

In this work, we presented BEVMatch, a novel keypoint detection and matching frame-
work designed for perception in the BEV space. By leveraging a shared latent space,
BEVMatch enables metric SE(2) estimation without scale ambiguity and supports seam-
less modality interchange. Our evaluation showed strong performance in L2L and M2M
settings and competitive results in C2C. We demonstrated that while adding cameras to
LiDAR yields marginal accuracy gains, it provides critical redundancy.

Nevertheless, there remain some limitations. As a BEV-based method, it is limited
to planar motions and cannot handle a full 6-DoF transformation. As a method relying
on geometric warping for self-supervision, BEVMatch assumes a static scene during the
correspondence generation. We do not explicitly model dynamic objects or occlusions;
consequently, keypoints on moving vehicles may result in incorrect correspondences. Fu-
ture work will address this by incorporating flow estimation or semantic masking to filter
dynamic regions. In addition to that, down- and upsampling operations in the BEV
encoder and fusion module lead to a loss of fine-grained details, affecting the precision
of keypoint localization and description. Other attention strategies, such as deformable
attention [34] or flash attention [35, 36] could be explored to reduce the computational
overhead of the cross-attention-based fusion module.

We believe metric BEV keypoints offer a promising way for unified perception and
localization systems in multi-sensor autonomous driving.
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