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Abstract: Data-driven predictive control (DPC) optimises a system’s behaviour directly from
measured input—output trajectories without relying on an explicit state-space model. This prop-
erty is attractive for autonomous driving, where accurate models can be difficult to obtain across
operating conditions. In practice, however, more data improves prediction quality at the cost
of a larger optimisation problem, creating a tension between tracking accuracy and real-time
feasibility. We complement the standard DPC formulation with a set of practical design choices
that substantially affect numerical robustness and closed-loop performance in practice. We ap-
ply DPC to trajectory tracking on a scaled autonomous vehicle and investigate the trade-off
between dataset size, tracking accuracy, and computational effort by varying the number of tra-
jectories through random sampling. A model-based MPC controller using a known kinematic
bicycle model serves as a baseline, providing context for the achievable tracking accuracy and
computation time.
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1 Introduction

Model predictive control (MPC) is widely used in robotics and autonomous driving be-
cause it optimises future behaviour while explicitly handling constraints [I]. Its practi-
cal performance, however, depends on the availability of an adequate model and suitable
model parameters. Data-driven predictive control (DPC), also referred to as data-enabled
predictive control (DeePC) [2], provides an alternative: predictions are built directly from
recorded input—output trajectories organised in Hankel matrices. This avoids explicit
model identification and integrates constraints into the receding-horizon optimisation.
DPC builds on Willems’ fundamental lemma [3], which establishes that, for a control-
lable linear time-invariant (LTI) system, any finite-length trajectory can be expressed
as a linear combination of previously recorded trajectories, provided the input data are
persistently exciting of sufficient order. Despite these benefits, applying DPC in real
time remains challenging. For systems with nonlinearities, large and diverse datasets
are typically required to obtain accurate predictions, but the optimisation problem size
and computational effort increase with the number of available trajectory segments. Re-
cent surveys discuss system-theoretic aspects and guarantees for data-driven predictive
control |4, 5]. The original DeePC algorithm was proposed by Coulson et al. [2] and
extended with regularisation and distributional robustness in [6]. For nonlinear systems,
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one research direction embeds nonlinear structure into data-driven prediction, e.g., via
kernel methods or learned bases [7, 8, 9, [10]. Another direction exploits local linearity
and updates or selects data to match the current operating regime [I1), 12]. Generalised
prediction frameworks that merge subspace and Hankel-based approaches have also been
proposed [13]. Further practical investigations of DeePC on physical platforms, including
quadcopter control, can be found in [I4]. Data-driven MPC has also been applied to auto-
nomous vehicle steering [15] and to connected vehicles in mixed traffic [16]. Independently
of the particular nonlinear extension, a recurring practical question is how much data is
required to obtain satisfactory closed-loop tracking performance at acceptable computa-
tion times. We address this question by performing a systematic empirical study on an
autonomous driving platform based on our recent work on data selection for DPC [17].
We evaluate the standard DPC formulation under varying dataset sizes obtained through
random sampling, while all controller parameters are kept fixed to isolate the effect of
data availability. A model-based MPC controller using a kinematic bicycle model serves
as a baseline throughout the experiments.

2 Preliminaries

2.1 Notation

We consider a discrete-time system with m inputs up € R™ and p outputs y, € RP at
time step k. A trajectory of length T is a sequence {(uy,yx)};—5. For a signal z =
(20,21, ..., 27-1) and a window length L < T, the Hankel matriz of depth L is defined as
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Each column of H(z) contains a contiguous sub-trajectory of length L. The matrix has
T — L + 1 columns.

2.2 Willems’ Fundamental Lemma

The theoretical foundation of DPC is the fundamental lemma of Willems et al. [3]. An
input sequence u = (ug,...,ur_1) is said to be persistently exciting of order L if the
Hankel matrix H(u) has full row rank, i.e., rank(#(u)) = mL.

Fundamental Lemma [3]. Consider a controllable LTI system with m in-
puts and p outputs, and lag £. Let (u?,y?) be a measured input-output tra-
jectory of length 7" such that u? is persistently exciting of order L + ¢. Then,
a sequence (u,y) of length L is a trajectory of the system if and only if there
exists a vector g € RT=5+1 such that
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In other words, any valid trajectory can be written as a linear combination of the
columns of the Hankel matrices. The coefficient vector g parametrises the trajectory
space non-parametrically—no explicit system matrices (A, B, C, D) are required.

3 Data-Driven Predictive Control

3.1 Hankel Matrix Construction

Given a dataset of input-output measurements (u9,y?) of length T, we form Hankel
matrices of depth L = Tj,; + N, where T}, is the length of the initial window (used to
implicitly estimate the current state) and N is the prediction horizon. We partition the
input and output Hankel matrices into past and future blocks:

lgﬂ = Haen (u), K/ﬂ = M, v (YY), (3)

where U, € R™TmixNeol contains the first Tin; block-rows of the input Hankel matrix and
Ur € RmV*Neal contains the remaining N block-rows. The output matrices Y;, and Y; are
partitioned analogously, and N., =T — Ti,; — N + 1 denotes the number of columns.

When the dataset consists of multiple shorter trajectories rather than a single long one,
the Hankel matrices can be constructed by concatenating the individual Hankel matrices
column-wise, consistent with recent extensions of the fundamental lemma to multiple
experiments [18].

3.2 Optimisation Problem

At each control step k, DPC solves the following constrained optimisation problem:
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where @ = (ugjk, - - - UpyN—1)k) a0d § = (Yrjk, - - -, Ye+N—1)x) denote the predicted future
input and output trajectories, ri,; is the reference at step k£ + i, and @) = 0, R > 0 are
the output and input weighting matrices. The vectors u;,; and ¥;,; collect the most recent
T measured inputs and outputs, respectively.

Constraint enforces consistency with the measured initial conditions, and con-
straint defines the predicted future trajectory through the same coefficient vector g,
ensuring that the predicted trajectory is a valid system trajectory according to the fun-
damental lemma.



3.3 Regularisation

Two regularisation terms appear in the cost (4a)). The term Ay||g||3 penalises the norm of
the coefficient vector, which tends to produce smoother and more robust predictions in
the presence of noise or nonlinearities [6]. The slack variable o, softens the initial output
constraint to accommodate measurement noise and model mismatch; without it, noise
in yini can render the problem infeasible. A 1-norm penalty A,||o,||; is preferred over a
2-norm, as it satisfies the exact penalty property: above a finite threshold on A, the slack
is driven to exactly zero whenever the original hard-constrained problem is feasible [19].

The resulting optimisation (4] is a convex QP and can be solved efficiently with stan-
dard QP solvers.

3.4 Receding-Horizon Implementation

Following the receding-horizon principle, only the first element of the optimal input se-
quence uz| . is applied to the system. At the next time step, the initial window is shifted by
one sample, incorporating the latest measurements, and the optimisation is solved again.
This feedback mechanism enables DPC to reject disturbances and adapt to changing
conditions, analogous to standard MPC.

4 Dataset Sizing and Implementation

4.1 Random Sampling to Vary Dataset Size

Let the full Hankel matrices contain N, columns. To study the effect of dataset size, we
construct reduced Hankel matrices by selecting a subset of Ny < N, columns uniformly
at random. The DPC optimisation problem is then solved using only the reduced
matrices. This random sampling provides a simple mechanism to control the number of
decision variables: the dimension of g reduces from N,y to N, directly affecting both the
QP size and the solve time.

4.2 Practical Design Choices

Several preprocessing steps improve numerical conditioning and practical performance.

Normalisation. Inputs and outputs are normalised using z-score statistics (mean and
standard deviation) computed from the offline dataset. The same statistics are reused
during online operation. This ensures that all signals have comparable scales, which
benefits both the QP solver and the relative weighting of the cost terms.

Local reference frame. Recorded trajectories are expressed in a local reference frame
by shifting the final pose of the initial output window to a common origin (z,y,¥) =
(0,0,0). This reduces variability due to absolute position and heading, making trajectory
segments more interchangeable across different regions of the track.



Incremental inputs. Control inputs can be expressed as increments Auy = uy — Up_1
relative to the previous control action. This formulation naturally penalises abrupt
changes and can improve local linearity of the input—output mapping.

Output augmentation. Outputs may be augmented with the current control inputs
to retain control-affine structure in the lifted input—output behaviour.

Regularisation scaling. When changing N, the regularisation weight on g is scaled
proportionally to the number of selected columns, i.e., A\,(N;) = /\2 - Ng/Neo1, where )\2 is
the base weight. This keeps the regularisation effect comparable across dataset sizes.

5 Model Predictive Control Baseline

To provide a meaningful comparison, we implement a model-based MPC controller using
a kinematic bicycle model,

Yy v sin
@[) - g tan(d) |’ (5)

where (x,y) is the vehicle position, 1 is the heading angle, v is the longitudinal velocity,
[ is the wheelbase, ¢ is the steering angle, and a is the longitudinal acceleration. The
model is discretised at the same sampling time 7§ used for DPC and linearised around the
current operating point at each time step. The MPC controller solves a QP of the same
structure as f, but replaces the Hankel-based prediction with the linearised state-
space model. The same cost matrices () and R, prediction horizon NN, and constraints
are used so that any performance differences reflect the prediction method rather than
tuning choices.

6 Case Study: Scaled Autonomous Vehicle

6.1 Experimental Setup

We evaluate the DPC and MPC controllers in a simulated autonomous driving scenario
using the RoboRacer (formerly known as FITENTH) autonomous racing framework [20].
The simulator uses a single-track dynamic bicycle model from the CommonRoad frame-
work [21], which includes tyre slip and yaw rate dynamics. The kinematic model used
by MPC neglects these effects, introducing a model-plant mismatch that becomes more
pronounced at higher speeds and cornering forces — an effect that DPC can compensate
for implicitly through the richness of the recorded trajectories.

An offline dataset of approximately 300s of input—output measurements is collected
using persistently exciting inputs. The inputs are the steering angle ¢ and longitudinal
acceleration a (m = 2); the outputs are the position (z,y), heading 1, and velocity v
(p = 4). The controller is then evaluated on a fixed reference trajectory. To reflect realistic
sensing conditions, Gaussian measurement noise with standard deviations o,, = 0.05m,
o, =0.05ms™ !, and oy = 0.01rad is added to all outputs throughout.



6.2 Controller Parameters

Table [1] lists the controller parameters used in the experiments. The same parameter
values are used for all DPC runs and the MPC baseline.

Table 1: Controller parameters for the vehicle case study.

Parameter Value
Sampling time 7§ 0.1s
Initial window Tiy; 5
Prediction horizon N 10
Output weighting () diag(1,1,0.1,0.1)
Input weighting R diag(0.1,1)
Dataset length 300s

Total Hankel columns N 2987

6.3 Evaluation Setup

To illustrate the effect of dataset size, we vary the number of randomly selected trajec-
tory segments Ny € {30,60,90,120} while keeping all remaining controller parameters
unchanged. The no-sampling case uses all N., = 2987 columns available in the collected
dataset. For each Ny, five independent runs with different random seeds are performed
and the results are aggregated to reduce variance induced by sampling.

The MPC controller is evaluated on the same reference trajectory under the same
conditions, providing a model-based baseline.

We report two performance metrics: (i) the weighted closed-loop tracking error ||y, —
k]|, summarised as box plots across all time steps and seeds, and (ii) the per-step
computation time, characterised by the 99th percentile (p99) and maximum values.

7 Results and Discussion

7.1 Tracking Performance

Figure 1| shows the distribution of the weighted tracking error for each dataset size and for
the MPC baseline. When Nj is small (Ny = 30), the tracking error is large and exhibits
high variance: the limited number of trajectory segments does not sufficiently cover the
operating regime, leading to inaccurate predictions and poor closed-loop performance. As
Ny increases to 60 and 90, both the median and the spread of the tracking error decrease
substantially, reflecting improved prediction quality from a more representative dataset.
Further increasing Ny to 120 yields only marginal additional improvement, indicating
diminishing returns. Using all 2987 columns (no sampling) achieves the lowest median
tracking error and the smallest variance.

The MPC baseline achieves a median tracking error comparable to DPC with inter-
mediate dataset sizes, but is outperformed by DPC with larger datasets. This can be
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Figure 1: Weighted closed-loop tracking error distributions across different numbers of
trajectories Ns, the full-data DPC (2987 columns), and the model-based MPC baseline.

attributed to the model-plant mismatch between the kinematic bicycle model and the
dynamic single-track simulator: at higher speeds and cornering forces, linearisation errors
accumulate, whereas DPC implicitly captures these nonlinear effects through the richness
of the recorded trajectories.

7.2 Computation Time

Table [2| summarises the per-step computation time for each configuration. As expected,
the computation time increases with Ny because the QP grows in dimension. For N; < 90,
the p99 computation time remains below 13 ms, well within a 100 ms sampling interval.
At N; = 120, the p99 computation time increases substantially to 48 ms, and the max-
imum per-step time exceeds 200 ms. Using all 2987 columns leads to a p99 of 193 ms
and a maximum of 538 ms, which would violate real-time constraints in many practical
deployments.

The MPC baseline achieves the lowest computation times (p99 of 1.92 ms, maximum
of 26.58 ms), which is expected because the QP dimension depends only on the fixed
horizon length N and not on the dataset size.

Notably, the p99 computation time does not increase linearly with /Ny between 90 and
120, whereas the maximum solve time exhibits a clear upward trend. This suggests that
occasional solver difficulties (e.g., due to near-singular Hankel sub-matrices) become more
pronounced at larger problem sizes, even if the typical solve time remains manageable.



Table 2: Per-step computation time percentiles (milliseconds).

Computation time

N p99 (ms) Max (ms)
30 8.33 66.20
60 10.66 67.22
90 12.24 68.07
120 48.00 213.38
No sampling 192.67 538.37
MPC 1.92 26.58

7.3 'Trade-off Analysis

The results reveal a clear trade-off between tracking accuracy, computational cost, and
robustness to random seed selection. For intermediate values of Ny (60-90), the DPC con-
troller achieves substantial tracking improvements over the smallest dataset while keeping
computation times well within the sampling interval. Further increases beyond Ny = 120
yield diminishing accuracy gains at disproportionately higher computational cost.

Compared to MPC, DPC with Ny > 90 achieves competitive or even superior median
tracking accuracy without requiring an explicit model. The MPC controller remains ad-
vantageous in computation time, making it preferable when a sufficiently accurate model
is available and real-time constraints are tight. However, when model identification is
difficult—for example, due to complex tyre dynamics, varying road surfaces, or coupling
effects in multi-vehicle scenarios—DPC offers a viable alternative that trades computa-
tional overhead for modelling simplicity.

8 Conclusion

Data-driven predictive control was applied to trajectory tracking on a scaled autonomous
vehicle platform, demonstrating that competitive closed-loop performance can be achieved
without an explicit system model.

The empirical study confirmed the expected trade-off: increasing the number of tra-
jectory segments improves tracking performance but raises computational cost. For in-
termediate dataset sizes, the DPC controller achieved tracking accuracy comparable to a
model-based MPC baseline that has access to the true system model, while maintaining
real-time-feasible computation times. The MPC baseline provided the fastest solve times
but relies on an accurate model, which may not always be available.

Future work includes structured dataset management strategies, such as coverage-
aware or relevance-based sampling, to improve the accuracy—-computation trade-off be-
yond random selection. Understanding the interplay between prediction accuracy, ro-
bustness, and real-time feasibility will be crucial for scalable deployment of DPC on
resource-constrained autonomous platforms. Efficient data selection thus remains a key
challenge for practical DPC deployment.
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