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Abstract: Mapless driving lacks globally consistent lane-level route information from an HD

map. At the same time, motion planning still depends on local lane structure produced on-

line by the perception and mapping stack. We address this gap by conditioning planning on

natural-language route descriptions that encode global routing intent and aligning them with

learned embeddings of the local map. To study this setting at scale, we extend nuPlan with

60-second natural-language route descriptions for 1 000 000 training scenarios and the Val14

split, train language-conditioned models on this extension, and evaluate on Val14. Compared to

route-conditioned baselines, our language-conditioned models achieve a better trade-off between

driving quality and route compliance, with particularly strong gains in long-horizon navigation

compliance. In our experiments, we use ground-truth lane-level local maps in place of online

mapping outputs to isolate the effect of route-language conditioning. The dataset is available

at github.com/KIT-MRT/nuplan-language-based-routing-dataset.
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1 Introduction

Autonomous driving systems rely on high-definition maps and explicit route information
to guide motion planning. In mapless driving settings, however, such global routing
information is not available, and planning must operate solely on an online-perceived
local map. This creates a fundamental challenge: how to convey global routing intent
to a learned motion planner without access to map-based routing graphs. We address
this problem by representing routing information through natural language and aligning
it with learned embeddings of the locally perceived map.

Natural language provides an interface for specifying routing intent. Traditional plan-
ning representations such as waypoints [25] or rule-based graphs [13] lack semantic trans-
parency and are difficult for humans to interpret or specify. In contrast, language naturally
captures high-level navigation intent and abstractions. Recent datasets and benchmarks
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increasingly explore language as a conditioning signal for driving behavior, including
ProSim-Instruct-520k [18] for the Waymo Open Motion Dataset [17], NAVSIM [5] as
a nuPlan [3] based dataset with discrete routing commands, language-annotated exten-
sions [15, 22, 16] of nuScenes [2] and CARLA [6], and the vision-language-action dataset
CoVLA [1]. These works demonstrate a growing community interest in language beyond
descriptive captions; however, they primarily focus on local behavioral instructions or
short-horizon commands.

In parallel, recent models incorporating language or semantics [19] into autonomous
driving, ranging from models processing local navigation conditioning as external signals
[23] or generating them by themselves [21], to large-language model-based planners [12, 11,
7] and vision-language-action models [14, 1], suggest that language conditioning improves
flexibility and generalization in complex driving scenarios. However, existing approaches
do not address long-horizon routing in mapless settings, and large-scale datasets with
natural language route descriptions remain rare.

In this work, we introduce a language-based routing approach for mapless driving
that aligns natural language route descriptions with learned local map embeddings and
integrates them into a flow-matching [8, 9] motion planner. We evaluate our method
on nuPlan and provide a dataset extension containing 60-second natural language route
descriptions for the nuPlan dataset for one million training scenarios and the Val14 valida-
tion split [4]. Together, our method and dataset enable long-horizon, language-conditioned
routing for learned motion planning in autonomous driving settings.

2 The Routing Dataset

This section describes our routing dataset. Compared to the doScenes [15] or LMDrive [16]
datasets, our focus is more on long-term routing and not on scene dependent instructions
at the behavioral level. For each chosen scenario, we generate a route from the start to
the goal position and create a natural language route description.

Data extraction from nuPlan First, we extract the routing relevant information from
the dataset, including the start position and the corresponding goal after 60 seconds (or
less, if the scenarios are shorter). In line with recent related work, we choose 1 000 000
training scenarios [24]. Additionally, we provide routing data for the Val14 split [4].
Positions in the dataset are given in the UTM coordinate system, while most routing
frameworks use lat/lon coordinates. Therefore, we transform the start and goal positions
into global lat/lon (GCS) coordinates.

Route querying with routing framework For generating the route, we decided to
choose the open-source framework Open Source Routing Machine (OSRM) [10], which
is based on OpenStreetMap (OSM). An OSRM routing machine can be set up locally,
which allows us to generate the required amount of routing data for the dataset extension.
Using this setup, routing requests can be parallelized. A route is generated by querying
the routing machine with the start and goal positions.

Route description generation The return of the routing machine is an information
rich routing data collection. We mainly utilize four features of the data: Distance to
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Depart;

Turn slight left in 330 meters;

Turn left in 110 meters;

Continue uturn in 120 meters;

Turn left in 140 meters;

Turn right in 140 meters;

Arrive at destination in 0 meters

’’

Figure 1: Route for scenario with token 1a9aa434305b551b. Left: Visualization of the
OSRM routing. Right: Natural language-based route description, containing seven ma-
neuvers, resp. steps with types, modifiers and distances.

next maneuver, the maneuver type and modifier, and exit (only provided if the maneuver
takes place in a roundabout); see fig. 1. Maneuver types express the actions to take,
while modifiers characterize the actions. The existing types in OSRM are: {turn, new
name, depart, arrive, merge, ramp, on ramp, off ramp, fork, end of road, use lane,
continue, roundabout, rotary, roundabout turn, notification}, while modifiers can
take on the values from the following set: {uturn, sharp right, right, slight right,
straight, slight left, left, sharp left}. We design a heuristic that combines the
existing information for each maneuver (step) in the route and generates a sentence with
it. Combining all steps of the route creates the full language-based route description as
in fig. 1.

3 Route Alignment with Local Map

In this section, we describe how we process natural-language route descriptions and fuse
them with a local map representation produced by the online perception and mapping
stack (approximated by ground-truth local maps in our experiments) to condition a motion
planner. The goal here is to align the global route description with the local map. This
enables a model to learn which lanes of a local map are part of the route to ultimately
reach the destination.

Language Processing The natural language route description r = {s1, s2, ..., sn}, with
n representing the number of steps s in the route, is processed by a language encoder that
maps a variable-length text input into a route embedding of the same length (see fig. 2).
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Figure 2: Route-map alignment via cross-attention. The Route Encoding block shows
the calculation of the route embedding based on natural language route description. The
route embedding is fused via cross-attention with the local map embedding generating
the map-informed route embedding.

First, the input text is tokenized by generating a token with dimension dtok ∈ R per word
using a fixed-size vocabulary. Afterwards, an embedding per token is generated, either
by projecting the token with a linear layer into the embedding dimension demb ∈ Rn.
For simplicity, we use a linear projection in our experiments. These token embeddings
are aggregated per step using a mean pooling operation to obtain a single step repre-
sentation. The resulting route embedding contains again n step embeddings, which can
then subsequently be aligned with the learned embeddings of the local map. Experiments
showed that this route embedding representation outperforms further aggregation of the
step embeddings into a fixed-dimensional route representation.

Alternatively, the route embedding can be generated by a (pre-)trained language en-
coder, which can be trained on large amounts of text data and therefore, may provide a
more robust representation of the route description.

Route Integration Strategies We use cross-attention to fuse both modalities, i.e.,
the route embedding and the local map embedding. On the one hand, using the route
embedding as query and the map embedding as key and value generates a map-informed

route embedding (route-to-map attention (R2M)). This is symbolized in the Route2Map
Alignment block in fig. 2 by the orange border around the blue route embedding. The
resulting map-informed route embedding can be used as additional context for the motion
planner.

As an alternative design, the map embedding can be used as query and the route
embedding as key and value, obtaining a route-informed map embedding (map-to-route
attention (M2R)). In the latter alignment strategy, the final embedding remains the same
shape as the local map embedding and can therefore directly replace the original map



embedding.

Route Reconstruction Loss In addition to the main planning objective, we use an
auxiliary route reconstruction head that predicts the binary route encoding, i.e., whether
a lane belongs to the route. The head is trained with a binary cross-entropy loss. Models
that use this auxiliary objective are denoted with an ‘L’ in their name.

Spatial Attention Bias We additionally evaluate a spatial bias in the cross-attention
of the Route2Map Alignment block. The bias is computed from the distance between each
lane and the next routing step and is added to guide attention toward spatially relevant
lanes. Models that use this modification are denoted with a ‘B’ in their name.

4 Evaluation

To evaluate the language comprehension abilities, we condition a flow-matching motion
planner, FlowDrive [20], on the route descriptions following the proposed alignment strat-
egy (see section 3). Specifically, we choose the purely learned FlowDrive version without
any post-processing optimization to better analyze the influence of the language condition-
ing on model performance. The model originally utilizes HD-map-level route information,
which is a binary encoding of whether a lane belongs to the route or not. Since this is
the most information rich conditioning signal a model could receive, we state its results
as an upper bound for the performance of a language-conditioned model (see table 1).
However, this information is not available in mapless settings; therefore, for fair compari-
son, we train different modified baselines with route information available from a routing
system.

We compare different baselines with different language-conditioned FlowDrive mod-
ifications on the nuPlan Val14 [4] split. The results are obtained from the closed-loop
reactive simulation, which is the most realistic evaluation setting for motion planners in
nuPlan.

4.1 Metrics

For performance comparison, especially in the context of routing, the standard CLS metric
of nuPlan does not account for the route compliance of the model. Therefore, we utilize
the following three metrics to evaluate the models:

Closed-Loop Score Reactive (CLS-R) The CLS-R metric evaluates the overall plan-
ning performance of the model in a closed-loop reactive simulation, considering multiple
aspects of driving quality. It is the main metric when comparing motion planners in the
nuPlan benchmark and is calculated as follows:

CLS =

(∏
m∈M

scorem

)
×
∑

w∈W weightwscorew∑
w∈W weightw

(1)

where M = {collision, drivable area, direction, progress} is the set of all multiplicative
metrics, W = {time-to-collision, speed, comfort} is the set of weighted metrics, and



scorem and scorew are the scores for each multiplicative and weighted metric, respec-
tively. However, CLS-R does not explicitly evaluate the route compliance of the model,
which is crucial in real driving. Therefore, we also utilize the metrics from [23] to account
for the model’s route compliance.

Navigation Compliance (NAVI) The NAVI metric evaluates the route compliance
of the model by checking if the last trajectory point Tlast lies within a lane that belongs
to the route. Since this metric was originally designed for a trajectory forecasting setting,
we adapt it to the closed-loop reactive simulation by checking the final position of the
simulated trajectory T after the simulation horizon:

NAVI(T ) = 1Lroute(Tlast) (2)

with Lroute being the set of lanes belonging to the route.

Navigation based CLS (NAVI-CLS) Since the CLS metric does not account for
route compliance, NAVI-CLS is proposed to evaluate the overall performance of the model
while accounting for route compliance by simply adding the NAVI metric as a multiplica-
tive metric to the set M . For the reactive simulation, the metric results in NAVI-CLS-R.
The metric is a simplification of the Controllability Measure [23] that neglects the influ-
ence of multiple navigation options.

4.2 Experiments

We conduct experiments with different language-conditioned FlowDrive (FD-LG) modi-
fications and compare them to different baselines (FD-B) on the nuPlan Val14 split. The
map-informed route embedding is fused into the FlowDrive model by aggregating through
pooling and adding it to the original map embedding used as map context. The baselines
are different versions of FlowDrive, which do not utilize the binary route encoding but
receive intermediate positions where routing steps take place instead. As already intro-
duced in section 3, models using the route reconstruction loss and/or the spatial attention
bias are denoted by ‘L’ or ‘B’, respectively. We evaluate models giving different numbers
of routing steps (2 or 3) as condition. Here, we ignore the first step (see fig. 1), since it
remains constant in each route description (‘depart’).

In table 1 we show the results for different route-conditioned baselines and language-
conditioned models with the R2M alignment strategy. Overall, no model reaches the
performance of the upper bound model (FlowDrive epoch 100) with HD-map-level binary
route encoding, which is expected since this is the most information rich conditioning
signal given the model architecture. However, most language-conditioned models show
faster learning progress regarding driving performance (CLS-R) in the early epochs (see
epoch 50), but then seem to reach a performance plateau or even decrease in performance.
This trend is especially present in the modified baseline models. Here, the models decrease
in performance with respect to the CLS scores, while the NAVI score increases, indicating
that the models learn to better comply with the route, but at the cost of worse overall
driving performance. In contrast, the language-conditioned models seem to maintain a
better balance between driving performance and route compliance.



Table 1: Experiments on the nuPlan Val14 [4] evaluation split: Evaluation of language
instructed models (R2M) and modified route-informed baselines with different configu-
rations. Best results per metric and per epoch are in bold, second-best are underlined
(orignal model is not included). We report the results for 50 and 100 training epochs,
respectively.

Type Planner
Configuration Val14 (50 / 100 epochs)

#steps Aux. loss Bias CLS-R↑ NAVI-CLS-R↑ NAVI↑

Expert Log-replay - - - 80.32 - -

Baseline FlowDrive - - - 82.44 / 85.84 80.33 / 84.07 97.05 / 97.67

Modified
Baselines

FD-B-G 1 (goal) ✗ - 80.23 / 79.99 77.22 / 78.0 94.28 / 95.44

FD-B-2 2 ✗ - 81.73 / 79.82 79.15 / 77.31 94.1 / 94.01
FD-B-L2 2 ✓ - 82.03 / 81.25 78.9 / 78.87 94.54 / 94.72

FD-B-3 3 ✗ - 82.42 / 79.37 80.03 / 77.83 95.08 / 96.24
FD-B-L3 3 ✓ - 83.04 / 81.1 80.27 / 79.22 95.17 / 96.24

Language
instructed
models
(R2M)

FD-LG-2 2 ✗ ✗ 82.03 / 82.14 80.16 / 80.21 95.97 / 95.71
FD-LG-L2 2 ✓ ✗ 82.47 / 82.46 79.84 / 80.17 95.17 / 95.26
FD-LG-B2 2 ✗ ✓ 83.98 / 83.40 81.37 / 81.16 95.53 / 95.44
FD-LG-LB2 2 ✓ ✓ 82.66 / 80.18 80.01 / 78.22 95.62 / 95.62

FD-LG-3 3 ✗ ✗ 82.79 / 83.05 80.19 / 80.88 95.53 / 95.62
FD-LG-L3 3 ✓ ✗ 82.65 / 84.39 79.77 / 81.94 94.81 / 95.97
FD-LG-B3 3 ✗ ✓ 83.02 / 82.55 80.35 / 80.51 95.17 / 95.89
FD-LG-LB3 3 ✓ ✓ 82.50 / 82.14 80.11 / 79.70 95.97 / 95.61

The baseline models with 3 routing steps outperform those with 2 steps, while both
configurations benefit from the route reconstruction loss, indicating improved representa-
tion learning from the intermediate route positions. The FD-B-(L)3 models even achieve
the highest NAVI score among all adapted models, which comes with a trade-off since their
NAVI-CLS-R scores are lower than those of most of the language-conditioned models.

Given the language-conditioned models, there is no clear trend regarding the influence
of the route reconstruction loss or the spatial attention bias on the performance. The
model with 2 routing steps seem to benefit from the attention bias, while the model with
3 steps seems to benefit from the route reconstruction loss. In both step configurations
the models do not generally gain from their combination, which indicates that the two
modifications do not necessarily complement each other. Overall, the best language-
conditioned models (2 and 3 steps) show a better performance compared to the baselines,
especially in terms of the CLS-R and the NAVI-CLS-R score, which indicates that the
language conditioning helps to better balance the driving performance and the route
compliance of the model.

4.3 Attention Visualization

To analyze the route-map alignment of the model, we visualize the attention weights of
the cross-attention in the Route2Map Alignment block. In fig. 3 we show the attention
visualization for two example scenes. The figures highlight the 3 most attended lanes
(above a certain threshold) for each route step, with the color intensity indicating the



attention weight.

(a) Right turn scenario: Token 8f72d629 (b) Left turn scenario: Token 653f122d

Figure 3: Route-to-lane attention visualization for two example scenes obtained from
model FD-LG-B2. The model correctly attends to lanes consistent with the instructed
route.

In the right turn scenario (see fig. 3a), the model correctly attends to the lanes cor-
responding to the right turn following the first route step. The attention of the second
step is not above the threshold yet; thus it is not visualized. Analogously, in the left turn
scenario (see fig. 3b), the model attends to the lanes corresponding to the two route steps,
which are a left turn at the intersection and the arrival at the destination right after the
turn. The attended lanes highlight the correct route to take by the model, indicating that
the model has learned to align the route description with the local map representation in
these scenarios.

4.4 Longer Routing

In addition to the standard 15-second evaluation horizon, we also evaluate the models
on a longer 60-second horizon to analyze long-term route compliance and planning per-
formance. We argue that long-term simulation is especially crucial in routing evaluation
since complex routing decisions may not be fully captured in a short horizon. The results
show that the language-conditioned model maintains a higher NAVI score compared to
the baselines, indicating better route compliance over longer horizons. Especially com-
pared to the 15-second evaluation, the models with language conditioning show superior
performance compared to the baselines. However, all scores decrease compared to the
shorter horizon due to the increased difficulty of long-term planning, but the language-
conditioned model still outperforms the baselines, demonstrating the benefits of route
instructions for long-term planning. In the long-term planning setting, the models seem
to benefit from the route reconstruction loss, guiding the model to learn a better route



Table 2: Experiments on the nuPlan Val14 long evaluation split: Evaluation of language
instructed models (M2R) and modified route-informed baselines with different configura-
tions. We report the results for 50 and 100 training epochs, respectively. Especially in
long-term planning, the language-instructed models show superior performance compared
to the baselines.

Type Planner
Val14 long (50 / 100 epochs)

CLS-R↑ NAVI-CLS-R↑ NAVI↑

Modified
Baselines

FD-B-2 62.12 / 54.46 55.91 / 47.9 83.01 / 82.29
FD-B-L2 63.69 / 56.78 56.59 / 50.91 82.02 / 84.08

FD-B-3 62.49 / 51.74 55.79 / 46.43 85.06 / 87.12
FD-B-L3 64.57 / 56.71 57.82 / 51.06 83.99 / 86.67

Language
instructed
models
(R2M)

FD-LG-2 65.29 / 61.74 59.23 / 56.46 85.6 / 86.94
FD-LG-L2 65.96 / 60.93 61.16 / 55.96 88.01 / 87.66
FD-LG-B2 66.90 / 64.51 60.36 / 59.23 85.42 / 86.85
FD-LG-LB2 66.06 / 54.8 60.69 / 49.73 87.12 / 87.75

FD-LG-3 64.93 / 66.36 58.73 / 60.53 86.23 / 87.39
FD-LG-L3 62.76 / 66.61 56.46 / 61.07 84.7 / 86.76
FD-LG-B3 62.74 / 61.49 56.51 / 55.20 83.99 / 85.06
FD-LG-LB3 65.52 / 59.06 59.19 / 53.94 85.87 / 88.19

representation. Notably, the models with both route reconstruction loss and spatial at-
tention bias (after 100 epochs) achieve the highest NAVI scores in the long-term planning
evaluation. This indicates that the two modifications may complement each other in
terms of route understanding.

4.5 Ablations

Following the main experiments, we conduct ablation studies to analyze the influence of
route information and different language integration strategies on the performance.

4.5.1 No and Wrong Routing

To analyze the influence of route information on model performance, we first compare the
original FlowDrive model with a version without route information and, second, compare
a language-instructed model with correct versus incorrect route information (see table 3).
The version without route information is implemented by removing the binary route

encoding.
The results show that the model without route information performs significantly

worse than the original model, which indicates that the route information is crucial for
the planning performance as well as the route compliance of the model. This is especially
highlighted by the difference in the scores from epoch 50 to epoch 100, where the model
without route information is generally decreasing in performance, while the original model
is further improving by leveraging the route information.

The language-instructed model with incorrect route information is implemented by
instructing the model with only u-turn maneuvers during evaluation. The results show
that the model with incorrect route information performs significantly worse than the



Table 3: Ablation on the nuPlan Val14 evaluation split: First, comparison of the original
FlowDrive model with a version without route information and second, the language-
instructed FD-LG-L3 compared to itself with wrong route instructions. The performance
changes in compared to the corresponding baseline are expressed as percentages, with red
indicating a decline and blue representing improvement.

Planner
Val14 (50 / 100 epochs)

CLS-R↑ NAVI-CLS-R↑ NAVI↑

FlowDrive [20] 82.44 / 85.84 80.33 / 84.07 97.05 / 97.67
FlowDrive without route 82.65 (+0.3%) / 81.77 (-4.7%) 78.84 (-1.9%) / 78.64 (-6.5%) 93.2 (-4.0%) / 93.47 (-4.3%)

FD-LG-L3 (see table 1) 82.65 / 84.39 79.77 / 81.94 94.81 / 95.97
FD-LG-L3 wrong route 81.33 (-1.6%) / 82.09 (-2.7%) 77.72 (-2.6%) / 79.13 (-3.4%) 94.1 (-0.7%) / 94.72 (-1.3%)

same model with correct route information, which indicates that the model relies on the
route description. The performance decrease is especially evident in the NAVI-CLS-R
score, underlining its relevance not only for route compliance but also for the overall
performance of the model.

4.5.2 Map-informed Route Embedding vs. Route-informed Map Embedding

As introduced in the route integration strategies in section 3, there are two strategies to
align the route embedding with the local map embedding. The first strategy results in
a map-informed route embedding by applying route-to-map attention (R2M), while the
second strategy results in a route-informed map embedding by applying map-to-route
attention (M2R). So far, we have only evaluated the first strategy. For completeness, we
also evaluate the M2R strategy (see table 4) and compare it to the R2M strategy (see
table 1). The route-informed map embedding is, in this case, fused into the FlowDrive
model by simply replacing the original map embedding.

Table 4: Experiments on the nuPlan Val14 evaluation split. Ablation study of using route-
informed map embeddings (M2R) contrary to map-informed route embeddings using R2M
(see table 1).

Type Planner
Configuration Val14 (50 / 100 epochs)

#steps Aux. loss Bias CLS-R↑ NAVI-CLS-R↑ NAVI↑

M2R

FD-LG-2 2 ✗ ✗ 81.95 / 80.84 79.44 / 78.96 95.08 / 95.8
FD-LG-L2 2 ✓ ✗ 82.04 / 81.81 78.73 / 79.81 94.45 / 96.06
FD-LG-B2 2 ✗ ✓ 82.29 / 81.15 79.6 / 78.75 95.44 / 95.17
FD-LG-LB2 2 ✓ ✓ 83.4 / 81.7 80.59 / 79.63 95.08 / 95.89

The table shows the results for 2 routing steps. In general, the R2M models out-
perform the M2R models with respect to the driving scores CLS-R and NAVI-CLS-R,
while the M2R models show slightly better route compliance with respect to the NAVI
score. However, the most relevant metric for the overall performance of the model is
the NAVI-CLS-R score, which includes the NAVI score as a multiplicative factor. While
the FD-LG-LB2 (M2R) model achieves overall better results than the FD-LG-LB2 (R2M)
model, the best R2M model (FD-LG-B2) outperforms the best M2R model (FD-LG-LB2)
by a significant margin. Comparing the metrics after 50 epochs suggests a faster learning



rate for the R2M models.

5 Conclusion and Future Work

In this work, we introduced a language-based routing framework for mapless motion plan-
ning and a corresponding nuPlan dataset extension with 60-second natural language route
descriptions for 1 000 000 training scenarios and the Val14 validation split. Our method
aligns route text with local map embeddings via cross-attention and conditions a flow-
matching planner on this fused representation. Across closed-loop reactive simulation,
language-conditioned models achieve a better trade-off between driving quality and route
compliance than route-conditioned baselines that rely on intermediate positions only. In
particular, the results indicate faster early learning and stronger long-horizon naviga-
tion compliance, while ablations confirm that route information is essential and that the
route-to-map alignment strategy is generally more effective for overall performance than
map-to-route alignment.

Future work should focus on stronger language representations and richer instruction
settings. While we used a simple linear projection for route text in this study, replacing
it with a pretrained language encoder could improve semantic robustness, especially for
longer, noisier, or more diverse route descriptions. In addition, applying the proposed
language-based routing interface to end-to-end driving models is a promising direction
since these approaches naturally perform map-less planning.
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